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Executive Summary
Deliverable 5.2 contains EC2’s “instrumentation + preprocessing + simulator” stack

Repository A: deployable voting app for vote data collection

o Repository B: documented R Markdown pipeline for media-derived preferences, annotation
processing, validation checks, and EDA/network outputs

e Repository C: documented Python ABM for ingesting preference representations and
generating simulated voting behavior under multiple voting rules, including tutorials and tests
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Abbreviations

D Deliverable

EC European Commission
WP Work Package

WT Work Task
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1 D5.2 — Documented scripts for ingestion, cleaning,
validation, and EDA

Deliverable D5.2 provides the project’s operational data pipeline for (i) eliciting and collecting voting
data, (ii) extracting and structuring preference signals from media, and (iii) ingesting those
preference representations into an agent-based simulator that generates synthetic voting behaviour
under alternative voting systems.

At the time of delivery, we are still awaiting the municipal datasets from Aarhus Municipality.
Consequently, we cannot yet provide EDA scripts specific to those municipal files (schema-
dependent checks, municipality-specific cleaning rules, municipality-specific descriptive analyses).
What we can provide, and what this deliverable consists of, is a fully documented and runnable code
stack that covers:

1. Repository A: Preference and voting data acquisition (interactive voting app)

2. Repository B: Media-derived preference extraction and structuring (preprocessing +
annotation workflow + network/initialization artefacts)

3. Repository C: Simulation ingestion and generation of voting behavior (ABM + adapters +
notebooks + tests)

These components are provided as three repositories, designed to be used together as a coherent
pipeline.

2 Repostory A — Voting data collection (web app)

Link: https://qgithub.com/centre-for-humanities-computing/european-city-voting app

2.1 Role in D5.2

This repository implements the Voting App used to collect voting choices and related
interaction data in a controlled, deployable setting. In the context of D5.2, it covers the front-
end ingestion layer: a reproducible mechanism for eliciting responses and persisting them
for downstream processing.

2.2 What is delivered

¢ A Node.js application configured for local development and deployment.
e Documented operational workflow for:
o dependency installation,
o development execution,
o production build,
o server startup and persistence via tmux on UCloud (EC2 infrastructure).

2.3 How it is used in the pipeline

Conceptually, this component is the behavioural telemetry source: it produces the raw
material that later becomes:
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e observed vote outcomes (what users chose),
e observed preference signals (direct or proxy, depending on configuration),
e structured logs suitable for validation and later modelling.

Even before municipal data arrives, this gives the project a concrete, end-to-end mechanism
for collecting votes, rather than only simulating them.

2.4 Reproducibility notes
Local execution and deployment are deterministic in the sense that:

e dependencies are managed via npm,
e the deployment procedure is scripted and documented,
e operational persistence is handled via tmux.

3 Repository B — Preference extraction from Danish media
(processing, annotation, network artefacts)

Link: https://github.com/Nadia\Woijtowicz/pilot project.qgit

3.1 Role in D5.2

This repository contains the data processing and validation backbone for transforming raw news
coverage into structured representations of political preferences/opinions. It also includes EDA-style
summaries and visualizations (topic distributions, annotation histograms, network plots) and
produces artefacts explicitly intended for modelling and simulation (conditional probability matrices).

In D5.2 terms, this is the strongest coverage of:

¢ cleaning (merging batches, removing duplicates, filtering),

o validation (distribution checks, consistency constraints, integrity joins),

o EDA (descriptive statistics, visualizations, network analysis outputs),

e data product generation (topic/sentiment nodes & edges; ABM initialization matrices).

3.2 What is delivered

A set of R Markdown scripts covering a full preprocessing workflow:

3.2.1 Topic assignment and corpus initialization

Scripts such as new _data labels.Rmd initialise topic indicators and map topic files onto the article
corpus, producing a consolidated topic-labelled dataset.

3.2.2 Cleaning, merging, filtering, and splitting
Scripts including clean splitting articles.Rmd and related variants:

merge multiple LLM classification batches,

standardize identifiers,

filter to “topic hits only” (at least one topic indicator),
generate distribution statistics (how many topics per article),
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e split into per-topic files for downstream steps.

3.2.3 Translation (Danish — English)

google translation.Rmd performs row-wise translation using the Google Cloud Translation API
v2, including:

progress saving and resumption,
skip logic for already-translated rows,
rate-limiting behavior,

explicit dependency list.

This produces an eng_text column used in annotation and modelling.

3.2.4 Annotation preparation and processing (Label Studio)

preprocessing hits only.Rmd, clean for label.Rmd, and processing humanmodel.Rmd
define a reproducible workflow to:

format datasets for annotation,

parse Label Studio JSON exports,

convert single-choice topic labels into binary topic prediction columns,
deduplicate annotations by article identifier,

merge human labels with model outputs,

filter “none” labels,

output cleaned modelling datasets and EDA plots (e.g., annotation histograms).

3.2.5 Network generation and visualization (EDA + modelling artefacts)

network visual-1.Rmd constructs co-occurrence networks over topic—sentiment pairs, producing:

node/edge tables,

article-to-node long format data,

multiple network layouts and heatmaps,

summary network metrics (density, edge weights, etc.).

These outputs function as:

o EDA (what co-occurs with what; sparsity; cluster structure),
¢ model inputs (empirical correlation structures suitable for initialising agent populations).

3.2.6 ABM initialisation data products (conditional probability matrices)
The repository also includes conditional probability matrices in CSV/JSON formats for:

¢ kandidat-test-based agent initialization,
o article-based agent initialization,
e smoothed variants to handle sparsity and zero-probability pathologies.

3.3 How it is used in the pipeline
Repository B is the preference signal factory:

o from raw articles and metadata — topic/sentiment signals,
e from signals + human annotation — validated labelled dataset,
o from labelled dataset — networks + probability matrices that can initialise simulated agents.
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Topic selection is anchored to empirically discriminative political questions (kandidat-test analysis),

and the downstream representations preserve co-occurrence structure rather than collapsing
everything into a single latent axis.

4 Repository C — Ingestion and simulation of voting behavior

Link: https://github.com/centre-for-humanities-computing/european-city-inference

4.1 Role in D5.2

This repository is the simulation and synthetic data generator. It ingests structured preference
representations (e.g., vectors, distributions, correlation structures) and produces simulated election
outcomes under multiple voting systems. It is also where validation-by-construction happens: unit
tests, controlled baselines (e.g., random voting), and tutorial notebooks that make assumptions
explicit.

4.2 What is delivered
A Python project (managed with uv) with a clear separation between:
Core ABM entities

e agents.py: voter/candidate agents
e environment.py: Simulation container and execution logic

Voting and decision systems

plurality voting

quadratic voting

random voting baseline

decision logic and belief handling

Adapters and utilities

e adapter.py: transformation interfaces for mapping external data products into model-
consumable structures
e utils.py, visualizer.py

Notebooks
1. tutorial notebooks demonstrating the model mechanics and comparative voting regimes
Tests

2. basic correctness and regression scaffolding (critical for simulation work, where bugs are
otherwise “results”)

4.3 How it is used in the pipeline
Repository C consumes the outputs of A and B at two conceptual levels:

1. Preference initialization
e Candidate policies and voter preferences are parameterized as means and precisions
over issue dimensions.
¢ When using structured empirical artefacts (e.g., conditional probability matrices), these
can be mapped into initial agent belief states and correlation constraints.
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2. Behavior generation
e The simulator runs repeated elections, updates internal agent states, and outputs
simulation results as data frames suitable for downstream analysis/EDA.

¢ Baselines (notably random voting) enable testing whether observed effects are structural
or merely artefacts of the pipeline.

The modelling choice here is explicit: beliefs update through an HGF-based mechanism (pyhgf),
providing a principled, time-sensitive way to represent belief volatility and evidence accumulation.

5 End-to-end workflow across the three repositories

Conceptual data flow

1. Collect votes/interactions
Voting App (A) produces raw vote data and interaction traces.
2. Extract preference signals from media
Pilot project (B) produces:
o cleaned topic-labelled corpora,
o translated text fields (where required),
o validated human annotation outputs,
o topic—sentiment networks and probability matrices.
3. Ingest preferences and simulate voting behavior
Inference/ABM (C) consumes structured preferences and produces:
o simulated election outcomes (under plurality/quadratic/random baselines),
o trajectories of belief states (depending on the run configuration),
o datasets for subsequent EDA, calibration, and scenario testing.

5.1 What this enables

o A fully operational preference — vote modelling loop.
o Empirically grounded initialization from observed discourse (news) and candidate position
data (kandidattest-derived artefacts).

e Areproducible pathway for generating synthetic election datasets that can later be compared
to municipal records once those arrive.

5.2 Status, limitations, and planned extension
The missing element is not the pipeline logic, but the final dataset-specific binding:

e We cannot yet implement:
o municipality-specific ingestion (schema mapping, file layouts),
o cleaning rules tied to municipal field semantics,
o validation rules tied to municipal ground truth constraints,
o EDA tailored to municipal distributions and reporting requirements.

Once the Aarhus Municipality data is delivered, D5.2 will be extended with:

o dataset-specific ingestion adapters (Repository C is designed for this),

¢ municipality-specific cleaning/validation scripts (Repository B provides the pattern),

o dedicated EDA notebooks producing descriptive summaries aligned with the project’s
modelling needs.
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For now, the deliverable provides the complete, documented machinery for moving from elicited and
inferred preferences to generated voting behavior, with validation and exploratory analyses already
implemented for the non-municipal sources.
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